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Smarter Control through AI: 
Reinforcement Learning in DARROW

Controlling a wastewater treatment plant (WWTP) is a complex 
balancing act. Operators must constantly balance competing goals: 
Maintain water quality, minimise energy use, ensure stable operation 
and minise greenhouse gas emissions.

Most plants rely on traditional control strategies based on fixed 
rules and predefined setpoints. These strategies focus on local 
process performance and a single objective. While 
effective for maintaining stable operation, they do 
not enable plant-wide optimisation across 
multiple, often competing, objectives.

To better support plant operators, 
DARROW introduces Reinforcement 
Learning (RL), a machine-learning 
approach that learns control 
strategies through interaction with 
data and models of the process. 
Like a skilled operator, an RL 
controller adapts its actions to 
changing operating conditions. 
Unlike a human, it can be trained on 
large numbers of simulated or 
historical scenarios and 
systematically balance multiple, 
potentially competing objectives. This 
enables a shift from fixed, rule-based 
operation toward data-driven, 
self-optimising control within predefined 
safety and operational constraints.

The result: Smarter, more flexible, and 
more efficient plant operation. 

Views and opinions expressed are however those of the authors only and do not necessarily reflect those of the European Union or the 
European Research Executive Agency (REA). Neither the European Union nor the granting authority can be held responsible for them.
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Training (offline)
DARROW’s RL agent is trained offline using a digital environment of the treatment plant. This enables the agent to 
explore millions of control strategies and operating scenarios safely, without any impact on the real system. 

Here is how the agent learns: 

1. Observe the digital plant’s current state, e.g. oxygen levels, ammonia, flow 
2. Act by adjusting control settings, e.g. aeration, recirculation 
3. Receive feedback, e.g. positive feedback if energy use is reduced while effluent quality is maintained 
4. Improve by learning which actions lead to better outcomes 

A carefully designed reward function guides the learning process: it evaluates each decision and provides feedback. 

Over time, the agent improves its strategy to:   • Minimize energy consumption 
• Maintain regulatory compliance 
• Ensure stable and safe operation

Once trained, the RL agent can be deployed as a decision-support or control module within the treatment plant.

Deployment (online)
Once training is complete, the RL agent is deployed. The trained agent is now coupled directly (online and in 
real-time) to the plant’s sensors. It operates within the plant’s systems, reading sensor data and modifying the 
setpoints of the PID controllers. Built-in limits and human oversight make sure the system works in a dependable and 
trustworthy way.

DARROW’s RL model has been trained and is ready for real-world implementation at the wastewater 
treatment plant in Tilburg.


